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Introduction
GPU applications on supercomputers generate profiles with millions of events. Identifying
bottlenecks requires cross-correlating kernels, MPI events, transfers, and idle gaps—typically
hours of work per profile. Domain scientists should not need to be GPU architects. PerfAdvisor
is a lightweight python package that harnesses an LLM to reason over profiles and quickly surface
pathologies, identify bottlenecks, and suggest mitigations. Both ROCm Systems Profiler and
Nsight Systems profiles are supported. Supports LLMs from Anthropic, OpenAI, and Gemini.

Pipeline Architecture

Ingestion
rocpd/nsys

Analysis
kernels, MPI, gaps

Agent Loop
LLM + 10 tools

Output
ranked hypotheses

Ingestion:

1. PerfAdvisor reads profile database(s)

Analysis:

2. A “phase detection” algorithm segments the timeline into non-overlapping execution phases
(initialization, main compute, teardown, etc.)

3. Summary metrics are computed for each execution phase

Agent Loop:

4. A prompt is constructed that includes the summary metrics, a list of local tools and how to
call them, and instructions for the LLM

5. The agent enters a multi-turn ReAct-style[2] loop until the LLM is satisfied or until
--max-turns is reached:
5.1 LLM receives prompt containing profile metrics
5.2 LLM reasons over the metrics and determines what additional information is needed
5.3 The LLM requests more information via a specified tool call

Output:

6. The LLM returns ranked, evidence-grounded hypotheses with concrete mitigations

Local Analysis Tools

Tool Function Notes

profile summary Wall-clock, GPU utililization, available tables pre-seeded
phase summary Execution phase segmentation pre-seeded
cross rank summary Per-rank GPU and MPI wait imbalance scores pre-seeded for multi-rank
top kernels Top kernels by time + launch overhead
gap histogram Inter-kernel idle gap distribution
memcpy summary Transfer volume (H2D/D2H/xGMI)
mpi summary MPI breakdown (rocprof-sys/Nsight)
nvtx ranges rocTX/NVTX annotation ranges
stream summary Per-stream GPU utilization
get table schema Column inspection
sql query Arbitrary read-only SQL on the profile most used tool!

Highlighted Features

Phase detection: The timeline is binned into fixed-width bins, each fingerprinted by its
normalized kernel-time distribution and idle fraction. Phase boundaries come from Jensen-
Shannon divergence peaks[1], rocTX/NVTX ranges, MPI barrier cluster ends, and active/idle
transitions; dynamic programming selects the globally optimal k phases. Each hypothesis is
labeled with the phase it belongs to, so JIT/init noise cannot dominate.

Multi-rank: For MPI runs, PerfAdvisor aligns phase boundaries across ranks, scores cross-rank
imbalance per phase (GPU time + MPI wait), and identifies which ranks lag in which operations.
Requires per-rank profiles with MPI instrumentation (rocprof-sys).

Prompt caching: Each turn re-sends the same large context prefix. For Anthropic, we use a
sliding-window strategy: 1 permanent cache marker (system + tools + summary) + 2 floating
markers (two most recent turns). This can save 80% token cost. OpenAI applies automatic
prefix caching, and Gemini supports explicit context caching, which we take advantage of.

Grounding constraint: A typical profile contains enough information (e.g. kernel names) for
the LLM to infer the application being profiled. It then wants to use its own knowledge of that
application, which can lead to increased hallucinations. By default this behavior is discouraged
via a prompt that asks the LLM to ground all suggestions purely in the profile data. This default
can be overridden via --allow-app-knowledge.

Example:

Step 1: Profile your application
export ROCPROFSYS_USE_ROCPD=true

srun -N 1 -n 8 rocprof -sys -sample -- ./ my_executable args

Step 2: Run PerfAdvisor (multi-rank mode)
export ANTHROPIC_API_KEY ="sk-ant -ap..."

perf -advisor analyze /profiles/rank_*.db --model=claude -opus -4-6

Sample output (truncated / showing 1 out of 8 suggestions):
PerfAdvisor

Using AI provider = anthropic, model = claude-opus-4-6 (selected based on --model flag (provider auto-detected from
ANTHROPIC_API_KEY))
Multi-rank Overview (8 ranks)
┏━━━━━━┳━━━━━━━━━━━━━━━━┳━━━━━━━━━━━━━━┳━━━━━━━━━━━━━━┳━━━━━━━━━━━━┳━━━━━━━━━┓
┃Rank ┃GPU Kernel (s) ┃GPU Idle (s) ┃MPI Wait (s) ┃GPU Util % ┃Primary ┃
┡━━━━━━╇━━━━━━━━━━━━━━━━╇━━━━━━━━━━━━━━╇━━━━━━━━━━━━━━╇━━━━━━━━━━━━╇━━━━━━━━━┩
│0 │33.16 │15.68 │52.93 │23.5% │ ★ │
│1 │33.45 │15.39 │51.42 │23.7% │ │
│2 │33.45 │15.39 │51.44 │23.7% │ │
│3 │33.48 │15.36 │51.11 │23.7% │ │
│4 │33.49 │15.35 │52.02 │23.7% │ │
│5 │33.65 │15.19 │51.40 │23.8% │ │
│6 │33.67 │15.16 │51.32 │23.9% │ │
│7 │33.52 │15.31 │51.65 │23.8% │ │
└──────┴────────────────┴──────────────┴──────────────┴────────────┴─────────┘
Cross-rank Phase Imbalance
┏━━━━━━━━━━┳━━━━━━━━━━━━━━━━━━━━━━┳━━━━━━━━━━━━━━┳━━━━━━━━━━━━━━━━━━━━┳━━━━━━━━━━━━━━┳━━━━━━━━━━━━━━━━━━━━━━━━━━┓
┃Phase ┃GPU Kernel Imbalance ┃Slowest Rank ┃MPI Wait Imbalance ┃Slowest Rank ┃Top Collective Imbalance ┃
┡━━━━━━━━━━╇━━━━━━━━━━━━━━━━━━━━━━╇━━━━━━━━━━━━━━╇━━━━━━━━━━━━━━━━━━━━╇━━━━━━━━━━━━━━╇━━━━━━━━━━━━━━━━━━━━━━━━━━┩
│idle │0% │0 │3% │0 │MPI_Wait 11% │
│Kernel2D │11% │6 │34% │7 │MPI_Barrier 140% │
│Kernel3D │2% │5 │16% │0 │MPI_Bcast 147% │
└──────────┴──────────────────────┴──────────────┴────────────────────┴──────────────┴──────────────────────────┘
Detected Execution Phases
┏━━━━━━━━━━┳━━━━━━━━━━━┳━━━━━━━━━┳━━━━━━━━━━━━━┳━━━━━━━━━━━━┳━━━━━━━━━━━━━┳━━━━━━━━━━━━━┳━━━━━━━━━━━━┳━━━━━━━━━━━━━┓
┃ ┃ ┃ ┃Duration ┃ ┃GPU Kernel ┃GPU Idle ┃ ┃ ┃
┃Phase ┃Start (s) ┃End (s) ┃(s) ┃GPU Util % ┃(s) ┃(s) ┃Top Kernel ┃Top MPI Op ┃
┡━━━━━━━━━━╇━━━━━━━━━━━╇━━━━━━━━━╇━━━━━━━━━━━━━╇━━━━━━━━━━━━╇━━━━━━━━━━━━━╇━━━━━━━━━━━━━╇━━━━━━━━━━━━╇━━━━━━━━━━━━━┩
│idle │0.0 │90.725 │90.725 │0.0% │0.0 │0.0 │— │MPI_Barrier │
│ │ │ │ │ │ │ │ │(34.439s) │
│Kernel2D │90.725 │96.525 │5.801 │17.9% │1.036 │4.766 │Kernel2D │MPI_Wait │
│ │ │ │ │ │ │ │(35.8%) │(0.614s) │
│Kernel3D │96.525 │141.119 │44.594 │72.0% │32.119 │10.907 │Kernel3D │MPI_Start │
│ │ │ │ │ │ │ │(31.0%) │(1.7s) │
└──────────┴───────────┴─────────┴─────────────┴────────────┴─────────────┴─────────────┴────────────┴─────────────┘

[local] Analyzing rank_683330_rocpd-0.db (provider=anthropic, model=claude-opus-4-6)

─────────────────────── Turn 1 / 20 ────────────────────────
[local] Context size ≈ 11,951 tokens
[← llm] Let me now gather more detailed data on memory copies, gaps, and kernel performance counters for the key
phases.
[← llm:tool] memcpy_summary({"start_ns": 524394844828476, "end_ns": 524439438422635})
[← llm:tool] gap_histogram({"start_ns": 524394844828476, "end_ns": 524439438422635})
[← llm:tool] mpi_summary({"start_ns": 524298319454022, "end_ns": 524389044243783})
[local] memcpy_summary → {"transfers": [{"kind": "Device-to-Device", "transfers": 155039, "total_bytes":
566787096576, "total_s": 27.2049, "effective_GBs": 20.83, "pct_of_peak_bandwidth": null}, {"kind": "Host-to-Device",
"tr...
[local] gap_histogram → {"total_idle_s": 10.907, "buckets": [{"label": "<10us", "count": 851, "total_s": 0.006},
{"label": "10-100us", "count": 40921, "total_s": 2.156}, {"label": "100us-1ms", "count": 36574, "total_s": 5.55...
[local] mpi_summary → {"mpi_present": true, "ops": [{"op": "MPI_Barrier", "calls": 221193, "total_s": 34.439,
"avg_ms": 0.156, "max_ms": 570.836}, {"op": "MPI_Wait", "calls": 1327122, "total_s": 3.746, "avg_ms": 0.003, "ma...

[...]

─────────────────────── Turn 13 / 20 ───────────────────────
[local] Context size ≈ 24,311 tokens (23,110 cached)
[← llm:tool] sql_query({"sql": "\n-- Check top kernels by call count in Kernel3D phase to understand launch
overhead\n-- 47248 kernels in 10-10...)
[local] sql_query → {"rows": [{"display_name": "std::enable_if<(device::use_kernel_arg<quda::PackArg<float, 3, 1,
false, false, 0, (QudaPCType_s)4, 1> >)(), void>::type quda::Kernel3D<quda::pack_staggered, quda::PackArg<...

─────────────────────── Turn 14 / 20 ───────────────────────
[local] Context size ≈ 28,988 tokens (24,315 cached)
[← llm] Now I have comprehensive data. Let me compile my findings:

**Key observations:**
1. **Profile**: 141.1s wall-clock, 33.2s GPU kernel time, 23.5% GPU utilization
2. **Idle phase** (90.7s, 64.3% of ru...
Hypotheses — rank_683330_rocpd-0.db
╭──────────────────────────────────────────────────────────────────────────────────────────────────────────────────╮
│memory_bound  ·  phase: Kernel3D  ·  impact: high  ·  action: code  ·  conf: high  ·  runtime 61.0% │
│speedup 44–156% │
│ │
│ Description │
│Device-to-device memory copies consume 27.2s of wall time in the Kernel3D phase (61.0% of phase duration), │
│transferring 566.8 GB across 155K copies. All copies are on stream 0 (the default/copy stream) while kernels run │
│on stream 9. The effective bandwidth is ~20.8 GB/s, well below the MI250X's theoretical device memory bandwidth. │
│The copies are in the 2-12 MB range, which should achieve higher throughput. │
│ │
│ Evidence │
│D2D copies: 155,039 transfers, 27.2s total, 566.8 GB, effective 20.8 GB/s. All on stream_id 0. Dominant sizes: │
│3.98MB (103K copies, 17.0s) and 2.99MB (51K copies, 10.0s). 86% of sampled copies overlap with kernel execution, │
│suggesting some pipelining already exists. │
│ │
│ Suggestion │
│Investigate whether D2D copies can be replaced with in-place operations or reduced through better memory │
│management (e.g., pointer swapping instead of copying). If copies are for halo exchange packing, consider using │
│GPU-initiated communication (GPU-aware MPI with device pointers) to eliminate the intermediate copy step. │
│Consider using multiple copy engines/streams to improve D2D bandwidth utilization. │
╰──────────────────────────────────────────────────────────────────────────────────────────────────────────────────╯
Timing breakdown
┏━━━━━━━━━━━━━━━━━━━━┳━━━━━━━━━━┳━━━━━┓
┃Stage ┃Time (s) ┃% ┃
┡━━━━━━━━━━━━━━━━━━━━╇━━━━━━━━━━╇━━━━━┩
│Phase detection │54.3 │5% │
│Metrics / analysis │732.9 │74% │
│AI correspondence │208.8 │21% │
│Total │996.0 │ │
└────────────────────┴──────────┴─────┘
Tokens: 14 non-cached / 29,631 cache-write / 227,573 cache-read / 8,991 out  (266,209 total | ~59,810 cost-equiv
input)

HIP Benchmark Suite (MI250X)

A HIP benchmark suite (bench/hip) validates PerfAdvisor against specific bottleneck patterns,
using profiles captured on OLCF Frontier via rocprof-sys-sample. Scenarios are named
opaquely to avoid leaking the answer to the LLM.

Scenario GPUs Bottleneck pattern

scen a 1 Kernel-launch overhead (many short-lived kernels)
scen b 1 PCIe-bound (H2D + compute + D2H, low work)
scen c 1 Serialized streams: missing H2D/compute overlap
scen f 1 CPU stall on hipStreamSynchronize per launch
scen i 4 Host-staged fallback when xGMI bypassed
scen j 4 Load imbalance: ranks stall at MPI Barrier

scen k 4 Host-staged MPI Allreduce (D2H/H2D)
scen l 8 Ring halo exchange with host staging

PerfAdvisor was evaluated on each scenario and results are scored against the ground-truth using
a fixed judge model (Claude Haiku 4.5).

Model Detection Coverage (any / full)

Claude Opus 4.6 8 / 8 92% / 42%
GPT-5.4 8 / 8 79% / 25%
Claude Haiku 4.5 8 / 8 62% / 25%
GPT-4o 7 / 8 71% / 0%

Column definitions. Detection: runs where the model correctly identified the primary
bottleneck type. Coverage (any / full): judge-graded suggestion quality on a 0–2 scale over
ground-truth items on detected runs. any = items scored ≥ 1 (at least partially addressed); full
= items scored exactly 2 (fully addressed); full ⊆ any.

Case Study: MILC/QUDA Lattice QCD (Nsight Systems, A100)

Two profiles of a six-solve CG campaign on a 483×64 lattice (8 MPI ranks on NERSC Perlmutter)
differ only in QUDA ENABLE GDR. Without GPUDirect RDMA, every inter-node halo exchange is
staged through host memory.

GDR off GDR on

H2D + D2H transfers 355,778 < 4,000
Transfer wall-time 11.3 s 1.0 s
Total wall-time baseline –43%

Running analyze on the GDR-off profile, PerfAdvisor using Claude Opus 4.6 identifies 62.4 s
of GPU idle time in 10–100 ms gaps and traces it to serialized halo exchanges: “The GPU must
wait while pack→D2H→MPI→H2D→ unpack completes on the host before the next kernel
can launch.”

PerfAdvisor Recommendation: “Enable GPU-direct RDMA (GDR) to eliminate the host-
staging D2H→MPI→H2D path.” — the correct fix, derived purely from profile evidence.

App knowledge. For A/B tests, if run in --allow-app-knowledge mode, the model will
sometimes correctly recommend the exact flag (e.g. QUDA ENABLE GDR) that should be toggled.
Other times it will recommend setting a flag (e.g. QUDA ENABLE CUDA GRAPH=1) that does
not actually exist in QUDA. In short, running in --allow-app-knowledge mode can result in
highly precise and accurate suggestions, but can also result in hallucinations.
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